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Robot-DIFT preserves local correspondence cues in a reusable diffusion backbone for precise robot manipulation.

1) High-precision manipulation

Local point discrimination

Blue shirt: upper triangle

Basketball: lower triangle

Robot-DIFT (0.49)

DINOv3 [5] (0.78) SigLIP [6] (0.72)

2) Robot-DIFT: Manifold Distillation + S2-FPN 3) RoboCasa and LIBERO-10

Which visual details does precise control 
require?
• Object recognition can miss precise alignment.
• Small pose offsets can require opposite actions.
• Goal: retain spatial cues for precise control.

• Five surface points per object.
• Lower similarity: more distinct local features.

DROID [3] pretraining with Manifold Distillation
• Imitation learning adapts the Student to robot observations and actions.
• Annealed feature alignment preserves spatial cues from the frozen diffusion Teacher.

Imitation loss + λ(t) × feature alignment loss
Diffusion features: DIFT [1]; SD2.1 Teacher [4]; alignment follows CleanDIFT [2].

S2-FPN: coarse semantics + fine spatial detail

• Fuse three decoder scales before policy pooling.
• Freeze the Student; train a new readout and policy per task.
• Single-pass Student; no Teacher at deployment.

• RoboCasa: controlled representation comparison.
• LIBERO-10: language-conditioned transfer.

Average task success (%)
RoboCasa LIBERO-10

Method Success

CLIP 19

SigLIP 27

VGGT 22

FastVGGT 23

DINOv2 28

DINOv3 33

SiT 29

DIFT 38

Robot-DINO 40

Robot-DIFT 48 ± 1

Method Success

DP-C 53

DP-T 58

OpenVLA 54

π₀ 85

π₀-FAST 60

UniPi 0

UVA 90

DIFT-VLA 68

Robot-DIFT 92 ± 1

Robot-DIFT: 3-seed mean ± SD; baselines: 1 seed.
50 rollouts/task.

• Highest average success among the evaluated methods on both 
benchmarks.

• Gains are strongest where precise local alignment matters.
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Figure 3: Object-centric local feature sensitivity. Pairwise cosine similarity between five sampled
points in each of two scenes; upper and lower triangles correspond to the blue shirt and basketball,
respectively. Lower off-diagonal similarity indicates greater local discriminability. Robot-DIFT has
lower mean intra-object similarity (approximately 0.49) than DINOv3 (0.78) and SigLIP (0.72),
computed from the displayed off-diagonal entries.

task-language context. The Student receives the clean latent at fixed t = 0; sampled τ conditions
only the Teacher and training projection heads.

Noise-conditioned manifold supervision with single-timestep sampling. Robotic deployment
uses deterministic, single-pass Student inference on clean latents z0, whereas the diffusion Teacher
naturally defines its feature manifold under noise-conditioned latents zτ . We therefore align Student
features computed from z0 to Teacher features computed from zτ . Stable Diffusion v2.1 uses a
1000-step diffusion schedule, and each timestep corresponds to a different noise level on the diffu-
sion manifold. For each training sample and camera view, we draw τ uniformly from {1, . . . , 999}
and construct

zτ =
√
ᾱτ z0 +

√
1− ᾱτ ϵ, ϵ ∼ N (0, I). (1)

We sample one timestep per view per iteration to keep Teacher supervision efficient in multi-camera
training. Since Teacher feature extraction dominates the computational cost, sampling multiple
timesteps would require repeated Teacher forward passes and scale training cost linearly with the
number of timesteps. In our setting, different camera views and training iterations already provide
stochastic diversity, making a single τ per view sufficient in practice while substantially reducing
overhead.

Layer-wise alignment across the decoder hierarchy. Let f (k)τ be the activation from the k-th
Teacher decoder block under (zτ , τ), and let s(k) be the corresponding Student activation under z0,
with k ∈ {1, . . . ,K}. Timestep-conditioned projection heads {g(k)ϕ }Kk=1 map Student features into
the Teacher feature space. The sampled timestep conditions only these projection heads; the Student
uses fixed t = 0 and is deterministic conditional on its clean latent input. The Teacher activations
serve as fixed anchors: they are not projected, and gradients are stopped on the Teacher branch.
Thus, the alignment loss constrains only the Student side and mitigates representation drift induced
by robot-domain adaptation and policy optimization.

We ℓ2-normalize the feature vectors for stability:

u(k)
τ =

g
(k)
ϕ (s(k), τ)

∥g(k)ϕ (s(k), τ)∥2
, v(k)

τ =
f
(k)
τ

∥f (k)τ ∥2
, (2)

where s(k) are Student features and f
(k)
τ are the frozen Teacher features. The alignment loss mini-

mizes cosine distance:

Lalign = Ex∼D, τ∼T

[
K∑

k=1

wk

(
1−

〈
u(k)
τ , v(k)

τ

〉)]
, (3)

where D is the training dataset, T is the uniform distribution over {1, . . . , 999}, and we align all
K = 11 decoder blocks with uniform weights (wk=1).

Policy-aware annealing during DROID pretraining. During DROID pretraining, we use Lalign
to stabilize the Student while it is optimized with the imitation-policy objective. Early in pretrain-
ing, policy gradients from the randomly initialized readout and action head can be non-stationary
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